
 

The Red Brick Wall 
 

Computing faces the end of a road… 
 

By Peter Krieg 
 
On January 21, 2004, a short three page summary was published in San Jose, capital of Silicon 
Valley, under the inconspicuous title “2003 International Technology Roadmap for Semiconductors”.  
Little has been reported about the event, although the paper contains catastrophic news for the 
computing industry and its clients: computing, according to the report, will hit a “red brick wall between 
2006 and 2007”! This is just 2 years away... 
 
Doomsday prophets abound in the Land of the Free, so why bother? Well, this one is no prophecy of 
an obscure sect or overeager journalist out for an eye catching headline. This one was put out by the 
industry itself, namely the Semiconductor Industry Association (SIA). SIA is an influential industry 
organization of US semiconductor companies since 1977. Nearly 83% of the US semiconductor 
production – clearly the driving force in computing- is represented in this powerful club.  “Roadmap” 
studies have been conducted since 1992 and had such impact on  global microprocessor markets, that 
the “International Technology Roadmap for Semiconductors” (IRTS) was formed in 1998 as an 
international body to coordinate and conduct the global studies for the roadmap. As a consequence, 
the roadmap today not only reflects the opinions of the major US manufacturers, but also of those from 
Japan, Korea, Taiwan and Europe, as well as many independent technical experts and scientists in no 
less than a dozen fields from lithography to metrology.  
 
Comparing the predictions of earlier roadmaps from 1999 and 2001 with the facts of 2003, these 
experts noted that  

1) the speed of development in silicon based microprocessor technology is much faster than 
anticipated earlier, so that trends predicted in the 2001 study were actually realized up to six 
years earlier. 

2) based on this speed, “we are beginning to reach the fundamental limits of the materials used 
in the planar CMOS process, the process that has been the basis for the semiconductor 
industry for the past 30 years”. 

 
The ITRS paper concludes that as this speed is likely to continue, ”we will reach the fundamental limits 
of our current process that much sooner. The roadmap highlights in red those technical areas where 
there are no known manufacturable solutions. Consequently the point at which there are no known 
solutions for most technical areas has been called “the red brick wall” … “According to the 2003 ITRS, 
we will reach this red brick wall between 2006 and 2007.”  
(emphasis by IRTS) (http://www.semichips.org/backgrounders_itrs.cfm)  
 
Among the dozens of unsolved problems listed in the roadmap are: 

?  “the difficulty of making the mask used to transfer the integrated circuit layout designs onto 
future chips” 

?  “the prompt development of new metrology tools to accurately perform critical measurements” 
?  “the difficulties associated with depositing metal into deep and narrow holes etched into the 

chip…” 
 

The authors of the roadmap harbor no illusions about the consequences: 
“Smaller, faster, denser and cheaper semiconductors have helped propel the information revolution, 
resulting in faster U.S. economic growth, greater productivity, higher federal budget surpluses, and the 
creation of high-tech, high wage jobs. …Continuation of these gains is at risk as we approach 2006 
when the IRTS projects that progress will stall without research breakthroughs in most technical 
areas.” 
 
The solutions the study proposes are centered around more and better funded academic research. But 
the authors also remind us, that the current CMOS technology was originally developed in the 1940ies 
and took until the late 1960ies to be technically applicable on an industrial scale. The technical 
solutions envisioned by the industry and the roadmap are to be found in “nanoelectronics and beyond” 
– the beyond most likely standing for optical and quantum computing. But none of the new technologies 
has made the way out of the lab. Hardly any breakthrough innovation announced recently is expected 
to hit the market before 10-20 years… 
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The pessimistic conclusions of the roadmap are somewhat downplayed by the industry. In a 
comprehensive overview published in “Computer”, official magazine of the IEEE computer society, 
they are hardly even mentioned. Although written by some of the co-authors of the study, the problems 
are more or less glossed over by an innocent sounding remark that “new paradigms are needed in 
every area of design technology…” (http://www.computer.org/computer/homepage/0104/Edenfeld/) Given 
industry’s and investor’s notorious dislike for new paradigms, this does not sound very comforting… 
 
Neither does Duke University Computer Science Professor John Reif, who points out another 
roadblock ahead: "The red brick wall may turn out to be a toll gate with a toll that's just too high. IBM 
spent nearly $3 billion on its latest chip manufacturing facility. If the current high rate of increased costs 
is sustained, in perhaps fifteen to twenty years a new semiconductor facility may cost the equivalent of 
the U.S. Gross Domestic Product. Basic research is needed to find an alternative." 
(http://www.pratt.duke.edu/Newsletter/story112.html) With the chip markets highly volatile and cyclic, 
investing in new factories is becoming increasingly dependent on government subsidies or is left to a 
handful of industrial giants.  
 
“The spiraling amount of investment required to develop next generation technology is one of the most 
pressing issues currently facing the industry, and one that could change the landscape irrevocably. 
Moore's Law - which states that the number of transistors on a chip doubles every 18 months - may 
have governed the industry since its inception, but the increasing amount of innovation it supports has 
also spawned Moore's Law II. This says that the cost of building a manufacturing plant - otherwise 
known as a fab or a foundry - doubles every generation, which is currently around four years.”               
(http://www.cbronline.com/print_friendly/b56ba35a476f291080256d35003330e5) 

A third roadblock ahead is the so called  “power wall” that results from the exponentially growing power 
consumption of microprocessors and computer systems. Power consumption is not just an expensive 
nuisance, but one of the main factors of system stability. According to Wu-chun Feng of Los Alamos 
National Labs, “system failure is directly proportional to power consumption”. 
(http://www.eurekalert.org/pub_releases/2002-05/danl-sss053002.php) Considering that an hour of down time 
can cost US$2,60 million in credit card authorization operations and even US$6,45 million in 
brokerage operations, system availability is of major importance, not to speak of the crucial effects that 
computer failures can have on power grids, airplanes and other critical machinery…  

 

 

 

 
 
 
 
 
 
 
 
 
 
 

 
 

Fig. 1: Moore´s  Law of power consumption 
 
 
Power generates heat, heat burns up chips and impedes reliability. Wu-chun Feng: “Although I believe 
that Moore's law is technically feasible through 2010, and very likely beyond that, its current trajectory 
is slated to reach one kilowatt per square centimeter by 2010, which is allegedly as much power per  
square centimeter as the surface of the sun!”  
(http://www.acmqueue.com/modules.php?name=Content&pa=showpage&pid=80)   
To get rid of the heat, systems have to be more or less actively cooled. Active cooling, however, 
requires about as much power as the heat generating source does, thus doubling the power 
consumption of the combined system. It is estimated, that already 15% of all electrical power produced 
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in the US is consumed by computing systems…  (http://www.research.vt.edu/resmag/2002winter/power.html) 

 

 

 

 

 

 

 

 

Fig. 2: Computing Energy Consumption in the U.S.  

Any development that relies on exponential growth factors of one or several of its physical parameters 
is eventually doomed, as exponential growth just is not physically sustainable. Transistor sizes, energy 
requirements and financial cost all are “physical” parameters in this sense.  All indicators show, that 
we urgently have to ask the question: is there a way out of this trap? One possible answer lies in yet 
another question: how did we get into this trap in the first place? 

The computer industry’s dependency on Moore’s law has a simple cause: software. It is software that 
demands ever higher chip complexity, memory size, storage capacity and network bandwidth. 
Software converts input into data and thus decides how efficiently or inefficiently this input is 
represented, processed, transferred and stored. It is software that as computer programs operates 
with these data in ever more complex (or rather complicated) ways. Moore’s law also applies to 
software, but in a very different way: if we take operating systems (like Windows), we can see a 
doubling of size with about every new generation.  

 

 

 

 

 

 

 

 

 

 

 

Fig. 3: The Red Brick Wall and Diminishing Returns 
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This curve is nearly identical with the curve of doubling chip complexity. But in contrast to chips, the 
growth in functionality that comes with new OS generations actually declines. In other words, there 
seems to be a software law of diminishing returns. The “Red Brick Wall” of computing is caused by 
software, not by hardware! If this is true -and the statistics seem to support it- any technological 
breakthrough on the hardware side sooner or later meets a new “Red Brick Wall” in probably ever 
shorter intervals. One of the consequences of Moore’s Law for software is the current tradeoff between 
speed and accuracy. While we expect an efficient computer to be both fast and accurate, i.e. being 
able to do expensive, high quality operations in high performance, the reality is quite different: The 
more complex and valuable the task, the more resources are eaten up by the software. If more data 
are involved, the effect accumulates. As a result, computers today are designed either for speed 
(performance) or for accuracy (value):  

 

 

 

 

 

 

 

 

Fig. 4: Speed / accuracy tradeoff in computing 

Another reason for computing’s continuous dependency on Moore’s Law is data. The way our current 
software architectures represents and connects symbolic data is extremely wasteful and lossy: Every 
string and substring is usually represented and stored again, independently of whether the system has 
seen this string or not. Furthermore, these redundant data are hidden in pre-made containers, 
structured in pre-made hierarchical structures. If structure and container need to be created 
beforehand, all data necessarily becomes deterministic: only if the system has prior knowledge about 
type, format and destination of an input, will it accept this input as data. Hiding data in containers 
creates another problem: connectivity in the system is severely reduced, not only by restricting it to 
data of the same type, format and lifetime, but also by notoriously expensive operations like navigating 
trees, opening containers and translating formats… 

By representing and storing strings as redundant tokens in hierarchical trees we immediately lose two 
different kinds of contexts: 

?    the context of neighborhood in the input string is only implicitly preserved as long as the string 
is not broken up and parts are moved elsewhere, e.g. into a different cell of a database or a 
different document. We might be able to trace a few of these steps back using a “trace back” 
function of our software, but this memory is short lived and usually dies when we close the 
application… 

?   the context of historic neighborhood in the system, i.e. whether the system has seen and 
represented the string at some time already. This would be extremely helpful, because such a 
string would not have to be represented again, and any string could be immediately connected 
to all its occurrences in the history of the system. This would constitute something like an 
“associative memory” structure connecting strings across contexts, documents and files… 

Redundant data representation already presents a huge problem in some fields, where data growth is 
exponential, yet connectivity of all data is essential. One of the most prominent examples is genome 
computing. The following GenBank chart illustrates the problem well: 
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Fig. 5: Data growth in GenBank 

Here, yet another Moore’s Law for data seems to take effect. But since the amount of data at GenBank 
doubles every 9 months, the time it takes to compute all GenBank data with the most up to date 
computer technology (doubling in speed app. every 18 months) actually goes up instead of down! The 
gap between data growth and processing speed widens, doubling the time it takes to compute all 
GenBank data also about every 18 months. This might be an extreme example, but at a time where 
Internet data, environmental data, scientific data, commercial data as well as government data 
increase at similar rates, the problem becomes generic.  

 

 

 

 

 

 

 

 

Fig. 6: The data computing challenge 

A final critical factor is the user himself.  Our computers follow a rigid logic far from the way we think. A 
human not only generates and integrates (“blends”) many logic domains together, but also has the 
capability of intuitive thinking, i.e. he can draw conclusions without having to deduct them from logic 
axioms. Rational thinking and intuitive thinking together constitute intelligence. Computers today are 
restricted to rational thinking in a single logic domain at a time – a very rudimentary form of thinking that 
does not allow to adapt to unknown environments or exhibit any form of cognition or even intelligence.  

Growth of 
Genbank Data 

(doubles every 9 
months) 

Growth of computer 
speed (Moore’s Law) 

(doubles every 18 
months) 

Time to compute all 
Genbank data with fastest 

available computer 
(doubles every 18 

months) 

Time 

Data Size + 
Computing 

Speed 



The Red Brick Wall - 6 - Peter Krieg 
 

  

 

Unfortunately, the users are told quite the opposite: marketing departments and computer scientists 
continue to promise miracle machines as “electronic brains” with “artificial intelligence”. When 
communication with the omnipotent computer colleague suddenly stalls, blame is quickly put on the 
user. Nobody tells him that his silicon workmate actually suffers from chronic paranoia (operating in 
one closed logic only), has high fever most of the day, which renders him unstable, and suffers from an 
extremely defective brain full of bugs… As a result, frustrated users in rapidly growing numbers turn 
against their machines, as is vividly documented by many cases of “computer rage”. 

 

 

 

 

 

 

 

 

 

The computer industry must be aware that yet another “Moore’s Law” for its customers is imminent: 
users and buyers increasingly refuse to accept new soft- and hardware generations unless computers 
become more scalable, more reliable, easier to handle, simpler to administrate, cheaper to buy and to 
operate…  

All the problems mentioned here are related and can be seen in a common context. They can even be 
traced back to some very fundamental technical foundations in software architecture that need to be 
revisited. The “Red Brick Wall” is a combined result of many exponential parameters that range from 
Moore’s law for chip technology, power consumption, fab costs, software complexity to user 
satisfaction. It is evident, that doubling chips instead of chip complexity every 18 months is no solution. 
So what can be done?  

The suggestion here is not to stare at Moore’s law for computer hardware, but to take a fresh look at 
the underlying software. If software can break its own law of exponential growth and complexity, which 
is what requires Moore’s hardware law in the first place, the relation between increases in functionality 
and growth of size/complexity could be translated into a straight line instead of a exponential curve. n 
new functions then would require only n new chip complexity, not n² as is the case today… As a result, 
computing would not only stabilize but become truly scalable. This is not to say that no red brick walls 
could ever get in the way. Every technology eventually will hit such a wall, the latest when a new, 
better technology replaces it. But the red brick wall will no longer be a threatening catastrophic event 
just around the corner… 

If we take a close, unprejudiced look at computing today, we have to admit that it is still in its infancy. 
In order to grow up, much has to change. Some of these changes will come gradually, others require a 
new approach. The computer industry cannot expect that markets will continue to be as forgiving as 
they have been. We do not excuse the shortcomings of young adults with a lifelong “oh well, he’s just 
an infant”. As has been pointed out many times, no other industry would get away with such instable 
and user-unfriendly products as the computer industry. This tolerance will eventually come to an end. 
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Fig. 7: Computer rage 
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Fig. 8: Frequency of computer problems 

One possible answer comes from the “Pile System”, a revolutionary new approach developed by an 
independent Israeli inventor outside of academia and industry. Not bound by traditions and established 
doctrines of computer science, he dared to take a fundamentally new approach. In fact, his system 

(www.pilesys.com) today seems to be the only software platform that radically and consequently departs 
from the current paradigms of data representation and logic architecture. It creates “virtual data” by 
representing input in a unique, non-redundant way. It provides full connectivity of all represented data 
in a computing space that is based on connection, not on containers and trees. It structures data in a 
synaptic architecture that integrates arbitrary logic domains, provides full synoptic transparency and 
self-reference, thus finally enabling adaptive computing. 

One of the key performance issues is scalability of data and memory. A system like Pile that  
represents data non-redundantly creates an exponentially growing combinatory connection space, as 
every system object must be directly or indirectly connected. In traditional representation schemes, 
this would result in exponential data growth, at least of metadata. Any system that shows exponential 
growth curves is just not scalable.  Pile demonstrates that not only can such an effect be avoided (Fig. 
9), but also that dynamically generating data can be much faster than accessing data from containers. 
Virtual data is not “real estate” sitting on hard disks and waiting to be found and retrieved. Virtual data 
is dynamically generated only when needed for output. 

 

 

 

 

 

 

 

 

Fig. 9: Pile memory use 

Representing input in a non-redundant way establishes one holistic connection space that must be 
transparent, fully interconnected and ‘polylogic’. Polylogic describes an object with more than one 
parent. A polylogic structure transcends trees and hierarchies: If we try to trace back our biological 
ancestors, taking in account that at every generation we encounter two parents, the idea of the 
traditional “family tree” gets lost, although trees can still be distinguished. In Pile, such a structure is 
called “meta-hierarchical”. Gilles Deleuze and Félix Guattari aptly referred to it as a “rhizome”. 
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A rhizomatic structure automatically and structurally integrates all data. Today, data mining of any kind 
requires expensive “scrubbing” and warehousing as an often manual pre-processing step. It has been 
estimated that genome researchers spend about 70% or their time on data integration…  Pile 
automatically and rapidly integrates data by “rendering” them into its space. Viewers to display the 
data in its original form do not necessarily need to be available beforehand: even unknown or partially 
known data can be structured, retrieved, connected and analyzed in Pile as digital patterns. 

The idea of virtual data is not even new: every computer game is based on it. If we would store each 
possible image that can occur in a computer game as a PowerPoint slide or movie frame, access 
would be terribly slow and storage requirement would reach cosmic proportions. Applying this idea to 
all data was no easy task, however: the Pile inventor spent more than 10 years on developing and 
perfecting the system. It comes at the right time, when the industry begins to realize that Moore’s law 
can be not only a blessing but also a curse.  

Pile does not compute data in the traditional sense (as “real estate”) any longer, but instead computes 
relations represented as connections. Relations thus become referable objects, opening no less than a 
new computing universe much closer related to the process of thinking than today’s ‘monologic’ 
systems of mechanical deduction. But Pile goes even further: it virtualizes not only data, but also data 
structures and code. When data structures are generated dynamically as well, data are no longer 
“married” to data structures, but can be dynamically assigned to each other in any combination. The 
painful and expensive process of restructuring databases immediately becomes a thing of the past… 
This will also dramatically ease data migration. The application areas of this approach cover just about 
all aspects and fields of computing from data bases and data mining to knowledge management, 
language computing and robotics. It will also finally open some new, previously not accessible areas 
like cognitive and adaptive computing… 

With the help of the Pile System, the computing industry can bridge the impending silicon technology 
gap. This requires no new standards, since all existing standards can be implemented. Pile provides 
no less than a new scalable data and computing paradigm which breaks the complexity barrier of the 
Red Brick Wall and opens the way to an exciting future. 
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